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Abstract

The human visual system is able to estimate distances, perceive ne details of a scene, and
distinguish the re ectance of objects, even under varying illumination conditions. In contrast,
machines vision systems face signi cant challenges in performing such tasks due to the com-
plexity and ambiguity of scene interpretation. One way to enable arti cial systems to perform
these tasks is to utilize a computational approach called intrinsic image decomposition. This ap-
proach allows us to decompose an image into its low-level features such as re ectance, shading,
illumination, surface normals, and depth. These intrinsics can improve the ef ciency of tasks
such as object classi cation, exposure correction, image segmentation, and object recoloring.

While intrinsic image decomposition offers several bene ts, it also holds many challenges.
The main challenge emerges from the nature of the problem itself. Intrinsic image decomposi-
tion is a severely under-constrained problem as it typically involves extracting low-level features
from a single input image. This input image might be an RGB image or another intrinsic repre-
sentation, from which further low-level features are computed. Another challenge in the eld is
the shortcomings of evaluation benchmarks. Existing datasets have limitations such as limited
samples and/or intrinsics, and including simple scenes. A further challenge is the lack of error
metrics demonstrating the actual performance of algorithms. The existing evaluation strategies
in this eld have shortcomings such as a bias toward favoring cases where large regions are
decomposed correctly.

This thesis focuses on the challenges in intrinsic image decomposition by offering simple
yet effective solutions and introducing new perspectives. Speci cally, two datasets are created
using computer graphics, ensuring accurate ground truth data while avoiding subjectivity and
eliminating biases caused by camera speci cations. The rst dataset, namely IID-NORD, is a
large-scale dataset including scenes and their ground truth re ectance, shading, surface normal
vectors, depth map, and light direction vectors. The second dataset is called CC-NORD which
addresses the illumination intrinsic image of the scenes. Furthermore, two error metrics, in-
spired by observations on the human visual system, are proposed for evaluating the re ectance
and shading components. These metrics rely on operations in scale-space, and on the structural
similarity index (SSIM), visual information delity (VIF), the feature similarity index (FSIM),
and the E (CIEDE2000Q which are well-known evaluation methods in the eld of image pro-
cessing. Additionally, a learning-free algorithm utilizing scale-space computations is developed
to calculate the surface normals from depth maps. Also, a traditional algorithm relying on the
Retinex theory, scale-space operations, and superpixel segmentation is designed to estimate the
re ectance and shading from input scenes. According to the experimental results both algo-
rithms show competitive performance.



Zusammenfassung

Das menschliche visuelle System ist in der Lage, selbst unter wechselnden Beleuchtungsbe-
dingungen Entfernungen einzugtken, feine Details einer Szene wahrzunehmen und die Re-
ektanz von Objekten zu unterscheiden. Im Gegensatz dazu stehen maschinelle Bildverar-
beitungssysteme vor erheblichen Herausforderungen bei detilftusiy solcher Aufgaben, da

die Interpretation von Szenen komplex und mehrdeutig ist. Eibglighkeit, Kinstliche Sys-

teme in die Lage zu versetzen, solche Aufgaben zualigyen, ist die Nutzung eines rech-
nerischen Ansatzes namens intrinsische Bildzerlegung. Dieser Ansdiglexm es, ein Bild

in seine Bestandteile wie Re ektanz, Schattierung, Beleuchtung, @bbennormalen und
Tiefe zu zerlegen. Liegen die intrinsischen Bestandteile vor, kann die Ef zienz von Verfahren
wie z.B. Objektklassi kation, Belichtungskorrektur, Bildsegmentierung und Objekidonihg
verbessert werden.

Obwonhl die intrinsische Bildzerlegung zahlreiche Vorteile bietet, birgt sie auch viele Heraus-
forderungen. Die Hauptschwierigkeit ergibt sich aus der Natur des Problems selbst. Die intrin-
sische Bildzerlegung ist ein stark unterbestimmtes Problem, da sie typischerweise darauf abzielt,
niedrigstu ge Merkmale aus einem einzigen Eingabebild zu extrahieren. Das Eingabebild
kann ein RGB-Bild oder eine andere intrinsische Darstellung sein, aus der weitere niedrigstu-
ge Merkmale berechnet werden. Eine weitere Herausforderung in diesem Bereich sind die
Unzulanglichkeiten bestehender Benchmarks. Vorhandene Cdbpenweisen Einschnkun-
gen wie begrenzte Anzahl von Szenen und/oder intrinsische Eigenschaften sowie einfache
Szenen auf. Ein weiteres Problem ist das Fehlen von Fehlermetriken, die dehtatse Leis-
tungshhigkeit von Algorithmen demonstrieren. Bestehende Bewertungsstrategien in diesem
Bereich haben Schirchen z.B. in Bllen, in denen grof3e Regionen korrekt zerlegt werden.

Diese Dissertation konzentriert sich auf die Herausforderungen der intrinsischen Bildzer-
legung, indem einfache, aber effektivédungen angeboten und neue Perspektiven dihgef
werden. Insbesondere werden zwei Daf¢ns unter Verwendung von Computergrak er-
stellt, um genaue Ground-Truth-Daten zu @éwnleisten und Subjektivat sowie Verzerrungen
durch Kameraspezi kationen zu vermeiden. Der erste Datensatz, namens IID-NORD, ist ein
grol3 angelegter Datensatz, der Szenen sowie deren Ground-Truth Re ektanz, Schattierung,
Ober achennormalenvektoren, Tiefenkarte und LichtvektorenanhtiDer zweite Datensatz,
CC-NORD, befasst sich mit dem Beleuchtungs-Intrinsic-Bild der Szeneriilb@ahinaus wer-
den zwei Fehlermetriken vorgeschlagen, die von Beobachtungen des menschlichen visuellen
Systems inspiriert sind, um die Re ektanzs- und Schattierungskomponenten zu bewerten. Diese
Metriken basieren auf Operationen im Skalenraum sowie auf dem struktufélfdichkeitsin-
dex (SSIM), der visuellen Informations delity (VIF), dem Merkmatmlichkeitsindex (FSIM)
und dem E (CIEDE2000, die in der Bildverarbeitung bekannte Bewertungsmethoden sind.
Zusatzlich wird ein algorithmischer Ansatz entwickelt, der onne maschinelles Lernen auskommt
und auf Skalenraum-Berechnungen basiert, um die Gioiennormalen aus Tiefenkarten zu



berechnen. Auflerdem wird ein traditioneller Algorithmus entworfen, der auf der Retinex-
Theorie, Skalenraum-Operationen und Superpixel-Segmentierung basiert, um die Re ektanz
und Schattierung aus Eingabeszenen zwaem. Laut experimentellen Ergebnissen zeigen
beide Algorithmen eine wettbewerfsifige Leistung.
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1 Introduction and Dissertation Outline

The human visual system can easily distinguish between colors, recognize the re ectance of
objects under varying light sources, and identify the direction of light, while machine vision
systems need assistance in carrying out such tasks [6, 7]. Furthermore, these systems' perfor-
mance may decrease in presence of ambiguities caused by the illumination conditions at edges,
occlusion, re ection, and over- and under-saturated regions since they may result in detail loss
and distortion [8]. One possible approach to handle these issues and increase the performance
of the machine vision systems is the utilization of intrinsic image decomposition.

Intrinsic image decomposition is one of the fundamental elds of computer vision. It aims at
separating images into iteamily of intrinsic characteristics’, i.e., low-level features [9]. Each
low-level feature is called as an intrinsic image which carries distinctive characteristics. The
family of intrinsics has various members such as surface normals, depth, illuminant, re ectance,
and shading. These intrinsics are bene cial for various high- and low-level computer vision
tasks such as image segmentation [7], object classi cation [10], exposure correction [11], and
surface re-texturing [12]. For instance, image segmentation can be carried out easier by making
use of the re ectance component rather than the scene itself [7].

Intrinsic image decomposition has been intensively studied over the last decades due to the
bene ts it provides, and the challenges it holds. The main challenge arises from the nature of the
problem since intrinsic image decomposition is severely under-constraint, i.e., mostly there is a
single input scene but multiple unknown intrinsics. Furthermore, there are also problems related
to the evaluation of the intrinsic image decomposition methods. For instance, available bench-
marks have different limitations such as having only a few scenes and their intrinsics, a single
object placed in front of a plain black background, and subjective ground truth intrinsics [13].
Another shortcoming in the evaluation of intrinsic image decomposition algorithms is the lack of
evaluation metrics presenting the actual performance of the methods [5, 13]. The widely utilized
error metrics in this eld have limitations such as having a bias in case large areas with uniform
re ectance are accurately decomposed.

Motivated by the limitations of this eld, this thesis aims at addressing the challenges in in-
trinsic image decomposition by providing simple yet effective solutions, and new perspectives.
In particular, two datasets are created by using computer graphics to provide actual ground truth
information, avoid subjectivity, and eliminate bias arising from camera speci cations. Further-
more, two error metrics are introduced for the evaluation of the re ectance and shading compo-
nents. Additionally, learning-free algorithms are designed for the estimation of the re ectance
and shading from the input scene, and the surface normals from the depth maps.

The outline of this thesis can be summarized as follows:

» Chapter 2 presents a brief summary of the eld.
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» Chapter 3 introduces datasets designed to overcome several limitations of currently avail-
able benchmarks (this chapter is summarized from the following peer-reviewed publica-
tions: [1], and [14]).

» Chapter 4 details the new metrics designed for speci c intrinsics to enable evaluations and
present new perspectives (this chapter is summarized from the following peer-reviewed
publications: [15] (Best Student Paper Award Candidate), and [16]).

» Chapter 5 presents a learning-free algorithm capable of estimating surface normals from
depth measurements. Additionally, it introduces a method for decomposing the image into
its re ectance and shading components for both simple and complex scenes (this chapter
is summarized from the following peer-reviewed publications: [17] (Best Student Paper
Award Candidate), [2], and [4]).

» Chapter 6 concludes the thesis by providing a brief summary, and possible future direc-
tions.

All the summarized publications are appended in their full form to this thesis. Furthermore,
all the codes are available at Giteand the datasets are available on my personal weBpage

L https://git.uni-greifswald.de/cs/diss-ulucan-diclehan
2 https://math-inf.uni-greifswald.de/institut/ueber-uns/mitarbeitende/
diclehan-karakaya/



2 Intrinsic Image Decomposition

This chapter provides an overview of the eld of intrinsic image decomposition. Firstly, Sec. 2.1
discusses the estimation of the re ectance and shading components together with the widely
adopted image formation model in the eld. Section 2.2, presents a short review on surface
normal vector estimation. Section 2.3, gives a brief overview of the existing intrinsic image
decomposition benchmarks. Lastly, Sec. 2.4, discusses the error metrics utilized in this eld.

2.1 Re ectance and Shading Estimation

Intrinsic image decomposition allows the extraction of an image's low-level features such as
re ectance, and shading [9]. These intrinsic images aid different tasks including but not limited
to object recoloring [18], road-following for mobile robots [19], license plate localization [20],
and low-light image enhancement [21]. While intrinsic images have been proven advantageous
for various applications, their retrieval is challenging due to the under-constraint nature of the
problem. Therefore, intrinsic image decomposition is generally relaxed by utilizing the Lam-
bertian image formation model, and assuming that there is a point light sbuticeninating
the scene. Based on these assumptions an ilnagptured by a camera having three different
sensors can be expressed as follows [7]:
z
L(xy) = G(xy) WR(x;y; )Ly )Si()d; (2.1)

where(x;y) is the spatial location, is the wavelength of the visible spectrum G is the
geometry factorR is the re ectance, an® denotes the sensor sensitivity function witt2
flong-, middle-, short-wavelenggh

As seen in Eqgn. 2.1, even with the given assumptions, the problem remains ill-posed. There-
fore, further relaxations are made by assuming that there is a single light source in the scene, the
sensor responses of the camera are narrow-band, and the illuminant and geometry factor can be
treated as a single term, i.e., shad®gvhich indicates the interaction between the illumination
and the surface [9]. By considering these assumptions, Eqgn. 2.1 can be rewritten as follows:

L (x;y) = R(x;y) S(x;y): (2.2)

Over the last decades numerous intrinsic image decomposition algorithms extracting the
shading and re ectance components have been introduced such as traditional methods [3,
9, 21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33], and neural networks-based mod-
els [10, 34, 35, 36, 37, 38, 39, 40, 41, 42, 43, 44, 45]. These methods have distinct requirements.
For instance, they might need an image stack captured with different viewing conditions, an
image sequence where the light source’s position changes in each scene, an input stack captured
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under various lighting conditions, a time-varying image stack, a depth map, different focal dis-
tances, or user scribbles [5]. Methods requiring only a single input are mostly considered to be
more advantageous due to the facts that in the real-world single images are widely available,
user interaction may be inef cient, and forming input sequences in a proper format is laborious.

2.2 Surface Normal Vector Estimation

Apart from extracting a low-level feature from an RGB input scene, it is also possible to com-
pute an intrinsic image from another intrinsic. A widely studied example is the computation of
surface normal vectors from depth maps which are two intrinsic images having a close geomet-
ric relationship, i.e., the surface normals can be computed from depth locally using gradients.
The surface normals provide information about the surface orientation, and they allow us to de-
termine the angle between an incoming light ray and the surface at the point of contact, where
the ray intersects the object [7]. Surface normal vectors have a crucial role as local descrip-
tors in various applications, including terrain mapping, navigation, photometric stereo, object
segmentation, an8D object reconstruction, by providing information about the light direction,
curvature, and shape of objects [7, 46, 47, 48]. Due to their broad applicability, achieving accu-
rate estimation of surface normal vectors with minimal computational cost is highly important.

Several traditional and data-driven surface normal estimation algorithms have been introduced
over the years to provide ef cient solutions [22, 48, 49, 50, 51, 52, 53, 54, 55, 56, 57, 58, 59].
Traditional methods typically rely solely on depth maps consisting of structured sensor measure-
ments. In contrast, learning-based models often require additional inputs such as RGB images,
along with large volumes of labeled, unbiased data. Many benchmarks used for these models
are formed using speci c devices, where the quality of the sensors impacts the ground truth
information, and consequently the labels, i.e., the measured depth information might be in-
complete and noisy [60, 61, 62]. Additionally, learning-based models are more susceptible to
adversarial attacks and come with signi cantly higher computational costs, due to the training
process [48, 63, 64]. These factors likely contribute to why data-driven surface normal estima-
tion methods generally produce a mean proportion of good pixels &089{48, 53, 54].

2.3 A Brief Review on Benchmarks

To develop intrinsic image decomposition methods, datasets containing ground truths of these
low-level features are required. For data-driven algorithms an additional requirement is the
availability of a high amount of data. Yet, in this eld, there are only a few commonly used,
publicly available benchmarks which have certain limitations [13].

One of the most frequently used datasets is the MIT Intrinsic Images dataset [3] which in-
cludes only20 real objects without any background. For the scenes, the shading, re ectance,
binary mask, diffuse component, and specularity information are provided. Each object is cap-
tured under various illumination conditions, and the shading image is obtained by coating the
objects with neutral gray. The setup of the scenes with only a single object, the absence of
a background, and the lack of actual ground truths limits the usage of the dataset. The com-
monly employed MPI Sintel Flow Dataset [65] is created for optical ow evaluation, yet it is
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also utilized in the eld of intrinsic image decomposition. It includes scenes extracted from a
3D short- Im called Sintel, thus it contains a limited number of images. The Intrinsic Images

in the Wild Dataset [66] is created with the assistance of human operators. Since it relies on
human ranking on the re ectance, it introduces subjectivity into the ground truths [42, 67]. The
small-sized Bonneel dataset [5], includes photorealistic scenes with defocus blur, subsurface
scattering, specular elements, and transmissive surfaces. Alongside each input scene, corre-
sponding ground truth re ectances are rendered, while the shading element is created by uti-
lizing Eqn. 2.2. The Multi-illuminant Intrinsic Image Dataset [68] containgifferent scenes
captured under complex multi-illuminant and multi-colored illumination conditions. Alongside
the preliminary depth information, the ground truths for re ectance, shading, specularity, and
illumination are provided. The scenes consist of a low number of objects, and either contain no
background or only a very limited one. The Multi-view Multi-illuminant Intrinsic Dataset [69]
includes600 high-resolution images whose ground truths for re ectance, shading, raw depth,
and3D point cloud are available. Similar to the Multi-illuminant Intrinsic Image Dataset [68],
this dataset also consists of a few objects, and the scenes have a partial background. It is worth
mentioning that there are also other datasets such as ShapeNet [70], ¢taSHiataset [42],

the SUNCG dataset [71], CGlIntrinsics [38], the Shading Annotations in the Wild dataset [72],
BigTime [73], and Megadepth [74]. These datasets have various limitations, which may in-
clude subjectivity, limited samples and/or intrinsics, the presence of onlgbraodel in the
foreground, or the availability of implementations only [13].

Most of the mentioned benchmarks either do not contain an illumination ground truth or do
not provide a subset that addresses the necessities of illumination estimation, while the illumi-
nant of a scene is also a low-level feature of the image. This intrinsic can be removed before
applying an intrinsic image decomposition algorithm which aims at extracting the re ectance
and shading components to assume that the scene is captured under pure white light. This op-
eration makes it possible to simplify the ill-posed problem since the illumination condition can
add a signi cant challenge to the decomposition process. To white-balance an image, i.e., to
apply color constancy, a method which can operate robustly under various lighting conditions
is required. However, some lighting conditions are rarely included in illumination estimation
benchmarks. Thus, in case algorithms, especially learning-based models, are applied to scenes
illuminated by lights beyond the standard illuminants, such as arti cial lights, their performance
tends to decrease [75, 76]. Furthermore, color constancy benchmarks are mostly captured by
similar cameras [76, 77]. Since the ground truth information of a scene is extracted from a
certain area of an image that is measured by the sensors of the capturing device, the ground
truth inevitably depends on the characteristics of the camera [76, 77]. Thus, the capturing de-
vice introduces some inaccuracies in the ground truth. Also, when color constancy methods
utilize the camera spectral sensitivity as prior information, a bias is caused in learning-based
models [75, 78]. Apart from the lighting conditions and the effect of the hardware, illumination
estimation methods are also challenged by particular scenes such as close-up shootings since the
available information aiding color constancy is limited in such setups [76]. As it can be deduced,
to develop robust methods, a dataset considering the challenges of illumination estimation, i.e.,
different lighting conditions, independency from hardware characteristics, and close-up shoot-
ings, can therefore contribute to the task of illumination estimation.
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2.4 A Brief Review on Evaluation Metrics

In order to evaluate intrinsic image decomposition algorithms, quality metrics presenting the
actual performance of the methods are required which, despite of decades of research, is still an
open research problem [13]. One of the main challenges in this eld is the fact that generally
various intrinsics need to be evaluated at once. Hence, to present the overall performance of an
algorithm the evaluation metric has to be able to analyze individual metrics according to their
own characteristics, and then present a global quality score. On the other hand, in certain cases
an intrinsic might need to be investigated separately where an error metric speci cally designed
for the corresponding intrinsic might be more bene cial.

In the eld of intrinsic image decomposition, the most commonly used metric is the local
mean squared error (LMSE) [3]. LMSE builds on the classical mean squared error (MSE),
and it is calculated by averaging the MSE across overlapping patches. Although this metric
is commonly used, it has limitations in re ecting an algorithm's actual performance [5, 13].

In particular, the information present in the intrinsic images and the LMSE score may not co-
incide. Furthermore, LMSE tends to output a very low score when large regions with uniform
re ectance are correctly decomposed, regardless of how well the rest of the image is handled [5].

There are also other metrics such as the peak signal-to-noise ratio (PSNR) [79] and the struc-
tural similarity index (SSIM) [80] that are used in several intrinsic image decomposition studies
to asses the performance of algorithms [25, 81]. PSNR calculates the peak signal-to-noise ratio
in decibels (dB) between the ground truth and processed images [79]. Since it relies on pixel-
wise computations neighboring relationships of pixels is disregarded, thus the scores may not
necessarily present the actual available information. On the other hand, SSIM operates on a
patch-wise basis, thus the local spatial information is taken into account [80]. SSIM is derived
from the observations on the human visual system, and it is a perceptual quality metric which
considers the structure, contrast, and luminance components while investigating the structural
similarity between the ground truth and processed images. SSIM produces a score in the range
[0; 1], with values closer td indicating better image quality. It is worth mentioning that, even
though being rarely used, the correlation (CORR) between the computed intrinsics and their
ground truths is also adopted to evaluate algorithms [82]. Correlation measures the similarity
between two images based on their intensity values. A high correlation score indicates that the
estimated intrinsic closely aligns with the ground truth [83].



3 Datasets

This chapter introduces the datasets created in this thesis. While Sec. 3.1 details the 1ID-NORD
dataset, Sec. 3.2 presents the CC-NORD dataset.

3.1 The IID-NORD Dataset

To develop robust algorithms, comprehensive datasets considering different challenges are re-
quired. Thereupon, in this thesis, [ID-NORD containib28000scenes is created [1]. Each
scene is rendered with their pixel-wise ground-truth re ectance, shading, depth map, surface
normal vectors, and light vector maps. To increase the variety in the dataset, different textures,
viewing angles, illuminants, layouts, and dynamic shadows are considered (Fig. 3.1).

Creating datasets for tasks or algorithms that demand large volumes of data can be chal-
lenging, particularly in real-world scenarios where creating large-scale benchmarks including
accurate ground truth images demands considerable time and effort. Therefore, in this study,
the intrinsic image decomposition dataset is formed using an open s@Drgeaphics toolkit
called OpenSceneGraphThereby, the workload is reduced, subjectivity is avoided, and actual
pixel-wise ground truths are obtained.

IID-NORD contain#4 different rooms, i.e., living room, kitchen, garage, and bedroom. They
are designed using different layouts to reduce the possibility of bias for learning-based methods.
For instance, in case all scenes would be designed with the layout in Fig. 3.1, the depth of the
scenes would be almost identical across the dataset. Thus, using distinct layouts allows for
reducing the possible bias. Besides different layouts, a range of different viewing angles are
used to introduce another source of variation (Fig. 3.2).

To increase diversity, for each type of object differ8btassetdand texturedare used which
are either gathered or created during the formation of the dataset. Furthermore, both realistic and
arti cial textures are chosen for each object to consider different colors, sharp color changeovers,
and patterns since colorful textures and large gradient changes in chromaticity provide cues for
intrinsic image decomposition studies [84, 85]. Consequently, in each consecutive render, the
asset and texture used for an object is changed, and it is placed into a random location.

All the scenes include point light sources. By using a point light source, the amount of light
a particular point receives in a scene and the orientation of the shadows are changed in each
render. Apart from the position of the light source, the color vector of the illuminant is changed
in the scenes. llluminants, such as purplish or greenish lights, that are seldomly considered
in other benchmarks yet used in real-world applications [75, 86] are included in 1ID-NORD.

! https://openscenegraph.com
2 nhttps://3dwarehouse.sketchup.com/
3 https://pixabay.com
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